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Population pharmacokinetic (PopPK) modelling is essential for optimizing
personalized drug dosing by explaining inter-individual variability. However,
traditional approaches such as nonlinear mixed effects models with
stepwise covariate selection often struggle to capture complex, nonlinear
relationships. This study presents a fully data-driven and compartment
model independent framework that combines Variational
Autoencoders (VAEs) with LASSO regression. By learning a structured
latent space from pharmacokinetic profiles and mapping covariates onto
it, the method enables interpretable and robust covariate selection without
relying on predefined model assumptions.

Extract informative pharmacokinetic covariates by mapping patient
characteristics to VAE-derived latent representations of drug profiles

using LASSO regression.

AIM:

Contacts:

A one-compartment model with first-order absorption and elimination was used to
generate 10,000 synthetic tacrolimus PK profiles for model training, and an additional
2,000 profiles for testing. Each profile simulates drug concentrations over a 48-hour
period following a single 300 mg dose, with covariates sampled from empirical
distributions.

Covariates included: age, sex, weight, hemoglobin, albumin, ethnicity, CYP3A5
genotype (SNP), and two random noise variables (“Extra_1” and “Extra_2”).

Diego Perazzolo:
Enrico Grisan:
Chiara Castellani:

diego.perazzolo.1@studenti.unipd.it

enrico.grisan@lsbu.ac.uk

chiara.castellani@unipd.it

The model architecture employs a Variational Autoencoder (VAE) to learn a
structured latent space representation of the simulated pharmacokinetic
(PK) profiles. The encoder maps the input profile to a latent distribution N(μ,σ),
from which latent vectors z are sampled. The Decoder reconstructs the
original PK signal from z. The LASSO regression model estimate the VAE’s
latent variables, using as input the patient-specific covariates. The L1
penalty encourages sparsity in the regression coefficients, forcing  non-
relevant covarariates toward zero.

By systematically varying the regularization parameter λ, we analyze how LASSO weights evolve and
identify covariates that consistently influence the latent representation. This enables a data-driven
covariate selection process without requiring a predefined pharmacokinetic model structure.

Fig. 1. Overview of the VAE-LASSO framework. The VAE encodes PK profiles into a latent space
representation and reconstructs the original signals. LASSO regression maps covariates to the latent

space, enabling covariate selection via L1-regularized sparsity.

Table 1. Reconstruction performance of the Variational Autoencoder (VAE) on pharmacokinetic profiles,
reported as Mean Absolute Error (MAE) and Mean Absolute Percentage Error (MAPE).
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The VAE reconstructed tacrolimus PK profiles with high accuracy, achieving a MAPE of
2.26% and a MAE of 0.0009 mg/L on the test set as can be seen in Table 1.

LASSO regression was applied to predict the VAE’s latent variables from covariates,
and covariate weights were analyzed across λ values ranging from 0.0001 to 1.0. The
model consistently identified SNP, age, hemoglobin, and albumin as relevant features
(Fig. 2), matching the covariates used to determine inter-individual variability in the
clearance equation.

As λ increased, the model progressively eliminated weak predictors. Random noise
covariates were effectively discarded at all λ values. At low regularization (λ ≤ 0.005),
additional covariates (e.g., weight, ethnicity) appeared with minor contributions. At λ = 1.0,
as over-penalization case, all covariates were excluded.

Fig. 2. 3D visualization of LASSO regression weights across covariates and regularization strengths (λ). Bar
height and color intensity reflect covariate importance: brighter and taller bars indicate stronger influence.

The x-axis shows covariates, the y-axis the λ values, and the z-axis the corresponding LASSO weight.The VAE-LASSO framework enables model-free, data-driven covariate selection in
population pharmacokinetics by linking patient characteristics to latent
representations of PK profiles. 
It reliably identifies clinically relevant covariates while discarding irrelevant ones,
without requiring prior knowledge of the underlying PK model.
Compact latent space representation of PK profiles provides a structured and
interpretable foundation for covariate analysis, supporting precision
pharmacotherapy.
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